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Abstract 

More and more of New Zealand’s documentary heritage is only available online.  Users find this content valuable and convenient, but its impermanence, lack of clear ownership, and dynamic nature pose significant challenges to any for collecting professional or researcher attempting to acquire it. 

To solve these problems, The National library of New Zealand and The British Library initiated a project to design and build a Web Curator Tool that supports the selection, harvesting and quality assessment of online material by collaborating users in a library environment. The Web Curator Tool enables selective web harvesting, where a selector identifies parts of or whole websites for harvest, usually in relation to a focused subject area, or a significant event or theme. This is a high-quality, crafted approach to harvesting web content. 

The tool supports a workflow comprising a series of specialised tasks: selecting an online resource; seeking permission to harvest it and make it publicly accessible; describing it; determining its scope and boundaries; scheduling a web harvest or a series of web harvests; performing the harvests; performing quality review and endorsing or rejecting the harvested material; and depositing endorsed material in a digital repository or archive. In the case of the National Library of New Zealand, the web content once harvested with the Web Curator Tool, will be deposited and archived in the National Digital Heritage Archive.

Introduction

Web harvesting is the process of “crawling” the web and downloading material for the purpose of storing it in a digital archive. Web material has immediate and possibly ongoing value, and must be collected.  This value, whether it is research, evidentiary, personal, or heritage, has driven web archiving activity.

The National Library of New Zealand and the British Library have jointly developed a tool for harvesting selected high-value web sites. It allows non-technical users to take “snapshots” of websites at particular times, and to review the harvested material before storing it in a digital archive. The two partners contributed funding and personnel to the development of the software, which has since been released as an open-source project to benefit the wider community of collecting organisations.

Figure 1 shows the Web Curator Tool in action.  This particular screen shows the “Harvest Queue”: the list of websites that are currently being harvested, or that will be harvested next. The first three websites listed are in the “Running” state, which means they are in the process of being harvested. These include a political web site (“FrogBlog”), a National Library collection (“Papers Past”) and the personal homepage of one of the authors. The next two entries in the queue are both called “Visit Niue”: they are in the “Scheduled” state, and represent two separate harvests of a single site that that will occur at future times (the 25th and 28th of August).  The buttons in the Action column can be used to view information about the crawl, or to perform administrative tasks like pausing or aborting the harvest. At any given time, the harvest queue can contain hundreds or thousands of entries for future harvests.
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This paper provides an account of the Web Curator Tool Project, and describes the development and use of the tool. It is structured in three parts. The first part provides background on web harvesting, and on the international context that drove the tool’s development. The second part explains how the tool fits into the business process and collecting practice of the National Library of New Zealand, and how it can be used in other collecting organisations. The third part of the paper examines the operation of the tool, and outlines its functionality and tasks in depth.  

Background

There are broadly two types of web harvesting: selective harvesting and domain harvesting.  

Selective harvesting and domain harvesting

Selective harvesting is a crafted approach to web harvesting, where a selector identifies specific high-value websites (or parts of websites, or sets of websites) to collect, usually in relation to a collection policy, subject area, event, or theme.  

Collection policies guide the decision-making for curatorial selection and what web material is harvested.  Subject foci may be based on broad or specialised taxonomies, such as general news or sporting news. Events may be large or small, such as national commemorations and unexpected incidents, like Waitangi Day or protests on parliament.  Themes may be based on areas of publishing that are new or social issues that are culturally significant, such as blogs or biculturalism. The PANDORA consortium, the Library of Congress, Library and Archives Canada, the UK Web Archiving Consortium (UKWAC), and the National Library of New Zealand have conducted selective harvesting.

Domain harvesting is scaled broadly to an entire domain of the Internet. Rather than using curatorial decision-making to direct a harvest, the only criteria that determines whether a website is harvested is whether it matches an Internet domain criteria. 

For example, a domain crawl of the New Zealand Internet might be constrained to websites that fall under the *.nz country code, while a domain crawl for New Zealand government web sites would crawl sites in the *.govt.nz domain. Generally, a “top-level” domain crawl constrains harvesting to websites within a top-level Internet domain (such as *.nz or *.au or *.edu), and a “second-level” or sector crawl constrains the harvesting to websites within a second-level Internet domain (like *.govt.nz or *.ac.nz).  Domain harvesting is performed by national libraries in Australia, Canada, Denmark, Iceland, Sweden and the United States, and by the Internet Archive.  

International Context

The value of harvesting web material has been recognised by several national libraries, cultural institutions and consortia where web archiving programmes have been instituted. These organisations include the PANDORA consortium (National Library of Australia and partners); the UK Web Archiving Consortium (UKWAC) (British Library, National Archives, National Library of Wales, National Library of Scotland, the Joint Information Systems Committee, and the Wellcome Trust); the Library of Congress; the National Library of France (Bibliothèque Nationale de France); the Nordic Web Archive (national libraries of Denmark, Iceland, Norway, and Sweden); Library and Archives Canada (Bibliothèque et Archives Canada); and the Internet Archive.

Many of these organisations have joined the International Internet Preservation Consortium (IIPC), an organisation dedicated to undertaking web archiving initiatives, developing tools, sharing findings, and generally advanced the state of the art in web archiving. The IIPC and its members account for almost all current web harvesting activity.

The Web Curator Tool Project

In 2005 the National Library of New Zealand, while not an IIPC member, successfully lobbied the IIPC Content management Working Group and gained support for the development of selective web harvesting tool. 

The Web Curator Tool Project is a joint project of the National Library of New Zealand and the British Library, and it is conducted under the aegis of the IIPC.  The two partners have supplied financial resources and human expertise for the project and there has been considerable support from other IIPC members.

The project has two formal goals:

1. to produce a combined requirements specification for the IIPC; and 

2. to design and build a Web Curator Tool that:

a. meets the needs of the National Library of New Zealand;

b. meets the needs of the British Library; and

c. can be extended to meet the needs of the National Library of Australia and other IIPC members.

The lifecycle of the project can be roughly divided into four phases: requirements gathering; procurement and selecting a vendor; design, implementation and testing; and deployment. At the conclusion of the requirements phase a requirements specification was sent to the IIPC, and following the completion of testing the Web Curator Tool was returned to the web archiving community as an open-source project. It can be downloaded from http://webcurator.sf.net/.

Collaborative requirements gathering

The Web Curator Tool Project built on earlier work performed by the IIPC, particularly on a collaborative requirements gathering process coordinated by the Library of Congress, that built an initial set of functional requirements from input by the Library of Congress, the national libraries of New Zealand and Australia, UKWAC, and other IIPC members.  The functional requirements were used by the Library of Congress to create a set of use-cases for a selective harvesting tool.

A second early source of requirements, technical advice, and curatorial expertise was the National Library of Australia, who pioneered the PANDAS tool for selective web harvesting, which is currently used by the Australian national and state libraries, and by UKWAC.  Staff from the National Library of Australia provided feedback on the Web Curator Tool design, and joined the project team for the procurement phase of the project.

All of these inputs were refined into a set of software requirements Web Curator Tool, which was used in turn to select a software developer through a competitive procurement process. The contract was awarded to Sytec Resources Ltd. who further facilitated the finalisation of the software design process.  

One of the most significant milestones in the design process was a design workshop held at the National Library of New Zealand in April 2006, attended by Sytec developers and two members of the British Library web archiving team (a librarian and a technical expert), with selected international guests joining via telephone.  A project team was subsequently formed at the British Library, this team actively participated during the remainder of the design, implementation, and especially testing of the Web Curator Tool.

Key issues

Three recurring issues were first encountered in the initial requirements discussions at the IIPC and were specifically addressed over the course of the project.

The first of these was that the library professionals collecting web material are generally not technical experts, so are not able to grapple readily with the underlying technical complexity of web harvesting software. The design of the Web Curator Tool has resolved this issue by cleanly distinguishing between the roles of users responsible for the technical aspects of the web harvester, and the users responsible for the collecting process. 

The second issue was the need for flexibility in the workflow (the sequencing of tasks and types of user roles). An acquisitions workflow is required to manage the selection, harvesting, and review processes efficiently. However, different organisations that share similar business processes may undertake them in different ways, and the WCT must enable organisations to configure workflow to suit their own operations.  This difference in business process may be due to the size of the organisation, staff numbers, skill sets, or collection policy.  The design of the Web Curator Tool has resolved this by building flexibility into the workflow; permitting variation in the sequence of tasks, providing full customisation of roles and privileges, and supporting organisation-defined selection and description practices.  

The third issue was that organisations operate in different legal environments, have diverse collecting relationships, and different quality and archival requirements.  The design of the Web Curator Tool has resolved this by integrating a permissions process for open and constrained legal environments, enabling single and multiple agency (collaborative) collecting, and made the means of quality reviewing material and submitting it to a repository open for other organisations to build their own software modules into the tool.  

Design of the tool

The Web Curator Tool is an open-source project, and reuses software from other open-source projects. Most significantly, the Internet Archive’s Heritrix web crawler is used to download web material, but parts of several projects are reused. 

The scope of the project was very carefully defined to focus on the web harvesting function. It is important to recognise the functions that the tool deliberately does not perform: it is not a digital repository or archive (an external repository or archive is required for storage and preservation), it is not an access tool (there are other open-source tools for presenting a web archive to public users), it is not a cataloguing system (though it does provide some support for descriptive metadata), and it is not a document or records management system (so it does not record communications with publishers). 

Other, specialised tools can perform these functions more effectively and the tool has been designed to work with such systems. 

The role of the Web Curator Tool

The Web Curator Tool manages the selective web archiving process, but must be flexible enough for use in other environments. This section discusses the role of the tool at the National Library of New Zealand, and how it can be used in other institutions.

Collection development

From a collecting perspective the role of the Web Curator Tool is to support collection development, specifically digital web curation.  The tool supports the broader business processes of acquisition and description of web material.  

The distinguishing characteristic of the tool is the harvesting mechanism, which crawls and copies web content.  The ability to define the material to be crawled from a curatorial perspective, and to have that definition used to effectively harvest the desired web material, draws together the vast technical capacity of Heritrix, a powerful web crawler, and the information analysis skills of a curator.  This convergence of technology and curatorial decision-making offers enormous potential for digital web curation.  

The ability to selectively harvest web material permits an appreciation of the spectrum of interests and ideas being presented through this medium as a publication form and provides trends and patterns in web production.  

With wider uptake curators will gain an understanding of the strengths of different collecting approaches, and have the opportunity to interpret the nuances of selective web harvesting as a curatorial endeavour. The flexibility to construct collecting frameworks permits diverse approaches to collecting whether typical, distinctive, archetypal, heterogenous, homogenous, or unconventional.  The ability to record basic collection development data in the tool provides the foundation for analysis of selection focus, representativeness, balance, etc, to analyse collection gaps, depth, or breadth.  

Business processes

The two main business processes the Web Curator Tool supports are acquisition and description. The sub-processes of acquisition are evaluation, selection, permission, harvest, and appraisal.  These sub-processes are common to most collecting institutions (particularly if ‘receive’ is perceived as ‘harvest’).  

Collecting organisations may divide the tasks in these processes between several different  parts of their organisation (selectors, rights officers, technicians, cataloguers, etc) or may require web curators to undertake the entire collecting process from end to end.  Examples of institutions who adhere to a division of tasks and strict delineation of roles are the Library of Congress and the consortia that use PANDAS (PANDORA and UKWAC).  

For the National Library of New Zealand, most of these processes are performed by a single group of users:  the selectors for the Turnbull Library published collections.  From a wider perspective of workflow there is an extended team of people who have access to the tool: subject experts and curators in the Turnbull Library who will contribute to the selection process; technical support staff from Digital and Innovation Services to manage its operations in the Library’s network and its storage needs; and acquisitions and description staff from Bibliographic Services who assist with recording the collection of the material and providing intellectual access.  

The Web Curator Tool can be configured for use by a wide range of tool users focused on specific tasks, or by a few users who perform multiple tasks.  The modular structure of the tool and flexible approach to sequencing tasks enable the Web Curator Tool to be readily fitted into a range of organisations with the same broad business processes without large amounts of customisation.  

The ‘back end’ of the tool is open to the vast range of functionality that the crawling mechanism, Heritrix, has to offer.  Access to this functionality is generally restricted to technical users, who create “harvest profiles” for collecting users.

NLNZ workflow

The basic tasks for the National Library of New Zealand selective web harvesting are illustrated in Figure 2. They are: 

· evaluate (the web material)

· select (in alignment with the policy and guidelines)

· permission (this is sought if required)

· harvest (the crawler is configured and scheduled)

· review (the harvested material is appraised)

· archive (the assessed web material)

· acquire (the acquisition is recorded)

· describe (the intellectual access is provided)
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The following are a sample of the questions asked, decisions made, and tasks to perform:  

· For evaluation, what needs to be determined is: what the web material is, how it relates to the collection policy, and what qualities of that material support its selection.  These recording and analysis tasks are carried out in the “Target” workspace in the tool.

· For selection what needs to be determined is: how much and what type of web material is to be captured, that is, what is the scope of the harvest, and how frequently is the web material to be harvested, that is, once only, or perhaps every six months.  These scoping and scheduling tasks are carried out in the “Target” workspace in the tool.  

· For description what needs to be determined is: what level of description, what description systems or information standards to utilise, bibliographic, archival, etc, and what terms to use from a set taxonomy.  These intellectual access tasks are carried out in the “Target” and “Groups” workspace in the tool.

· For permissions what needs to be determined is: whether permission is required, and if so, for what and for how long, who owns the site, what type of request to send, and how that is sent.  These rights administration tasks are carried out in the “Harvest Authorisation” workspace of the tool.

· For harvesting what needs to be determined is: when the harvesting occurs, day or night, how fast the crawler operates, what types of documents to include or exclude, what limits to file formats or sizes, what bandwidth can be used, and what harvests may have priority over others.  These crawler setting and system administration tasks are carried out in the “Harvester Configuration” workspace of the tool.  

· For quality review what needs to be determined is: what and how much material has been harvested, how well it has been harvested, what material is missing, what functionality has been retained or lost, and is the harvest in sufficient condition to be submitted to the archive or does it need to be harvested again.  These appraisal tasks are carried out in the “Quality Review” workspace of the tool.  

Application to diverse collecting organisations

There is a growing appreciation of the value of web material, and a corresponding interest in implementing processes to develop collections of web material, in a variety of institutions beyond national libraries (the Research Libraries Group Web Archiving Program illustrates this interest).  

The Web Curator Tool enables collecting organisations (such as national libraries, university libraries, special libraries, archives and research libraries) the opportunity to implement collecting initiatives that:

· are collaborative (use of widely spread expertise within or across organisations);

· provide an organisation specific approach to collecting web material; and,

· respond to national interest, relate to academic specialities, are subject specific or topical research areas, and of interest to the organisation’s research community.  

Some examples of area of selective web harvesting and their potential research value are:

· Political party websites (during a general election): political studies.

· Dating, friendship, blogs, or community websites: gender studies or social networking.

· Recreational or professional listservs or websites: leisure studies or industrial studies.

· Trading or content sharing websites: ecommerce or marketing.  

Applications of harvested material

Libraries and archives have a vital role in collecting material to service the short, medium, and long-term needs of researchers.  

Increasing numbers of researchers conducting advanced or academic research are using web resources they want to permanently cite. The issue of persistence for citation however affects all disciplines and all areas of research that needs to be auditable, verifiable and scholarly.  

Other researchers actually utilise web material in their studies, and require permanent records of the state of the Internet.  These types of studies are commonly in the arts, humanities and social sciences. Several examples were presented at The Hyperlinked Society conference hosted by the University of Pennsylvania in June this year “convened the best minds from a variety of fields to explore the effects of digital links on people’s ability to understand and care about their larger society.”  An article in the 30 June 2006 issue of the online Chronicle of Higher Education entitled “Human trails in cyberspace” reporting on this conference explains how useful web material can be to social scientists.  

If the Internet is a new kind of social space, what does it look like?  That's a question of particular interest to social scientists eager to see what cyberspace might reveal about the nature of human behavior. Researchers, after all, have long sought to map social groupings and interactions in the physical world. Now, with so much activity on computer networks, scientists can collect vast amounts of hard data on human behavior. Each blog points to other blogs in ways that reveal patterns of influence. Online chats can be tallied and parsed. Even the act of clicking on links can leave trails of activity like footprints in the sand. "We're entering the golden age of social science," says Lee Rainie, director of the Pew Internet & American Life Project. "We know more than we ever did about what's on people's minds."  While all that data could seem overwhelming, researchers are refining ways to visualize Internet activity. If a picture is worth 1,000 words, a visualization may well be worth 10,000 data points.
A well-established example of a collection of web material relating to an academic speciality is the DACHS - the Digital Archive for Chinese Studies, at the University of Heidelberg, Germany.  Two statements in the “About DACHS” section of the website give an insight into the motivation for collecting this web material: that the unmediated nature of web material, and, the special focus for the European Center for Digital Resources in Chinese Studies is social and political discourse expressed on the Chinese Internet.  

Using the Web Curator Tool
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Having discussed the general role of the Web Curator Tool, now the specifics of how the software is actually used by collecting users are outlined. Details of the administrative functions of the tool are outside the scope of this paper, but can be found on the homepage at http://webcurator.sf.net/. 

Overview


When a user logs in to the tool, they are taken to the homepage, shown in Figure 3, which provides access to different subsystems of the tool based on the user’s roles and responsibilities. 

The Web Curator Tool subsystems can be broadly divided into functional tools that are used by librarians to support the web harvesting activities (Harvest Authorisations, Targets, Target Instances, and Groups) and configuration tools used by system administrators to maintain the tool (Permission Request Templates, Reports, Harvester Configuration, and User management). 

There is also a subsystem called the In Tray (Figure 3, top left). Efficient workflows often require that users work collaboratively, and the In Tray supports this cooperation by managing the assignment specialised tasks (such as seeking permission to harvest a site) to qualified users, and notifying users when significant events occur in the system. Tasks in the In Tray will usually refer the user to some other system of the tool, like those described in the remainder of this section.
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Harvest Authorisation


The Harvest Authorisation subsystem is concerned with whether we have permission to harvest web material, and whether we have permission to make the web material accessible to our users after it has been harvested. These authorisations are recorded internally in permission records.

Each permission record records the authority who has been asked for permission, the progress of the request (is it pending, requested, granted, or denied?), any special conditions that apply, and the scope of the permission that has been granted. Figure 4 shows a typical permission record.

The tool strictly enforces the rule that a website can only be harvested if the user has sought and been granted permission. If a user attempts a harvest without seeking permission (or when permission has been denied), then no harvest will be performed. If a user has scheduled a harvest, and has requested but not yet been granted permission, the harvest will be rescheduled to the following day (the user notified through the In Tray).

In the past, the Library has had to request permission from the creators, publishers, or copyright holders of the websites it wishes to harvest. However, since the passage of the National Library Act (2003), the Library has a legislative mandate to harvest all publicly available material in the New Zealand web space and make it accessible to our users. There is a special permission record in the Web Curator Tool that records this information, which can be used to authorise any harvest of a New Zealand website. The Library still has to request permission to harvest material from overseas, or seek assistance to access web material that is not publicly available (password constrained) in the New Zealand webspace.

The Harvest Authorisation subsystem records permission about what we may crawl, but does not explicitly define what will be crawled and when. This is the function of the Target subsystem.

Targets

A Target is a section of the web we want to harvest. In the simplest cases, a Target is a website: a single conceptual entity that focuses on a particular topic or subject area, and which is hosted on a single internet address. However, many Targets are much more complicated (or much simpler) than this, and Targets can be defined in a variety of ways:

· A Target can be a single document, such as a particular PDF file.

· A Target can be a part of a website, such as the Ministry of Education publications page, and all the PDF files it incorporates.

· A Target can be a web site distributed across several different hosts, such as the Turbine web site, whose front page is hosted at http://www.vuw.ac.nz/turbine, and whose content is hosted at http://www.nzetc.org.nz/.  

· A Target can be a collection of related web sites, such as a set of political weblogs that provide discussion of a recent election.

· A Target could be any combination of these.

A Target is often referred to as the “unit of selection”: if there is something desirable to harvest, archive, describe and make accessible, then it is a Target.

Targets consist of several important elements, including a name and description for internal use; a set of Seed URLs, a web harvester profile that controls the behaviour of the web crawler during the harvest, one or more schedules that specify when the Target will be harvested, and (optionally) a set of descriptive metadata for the Target. 

The Seed URLs are a set of one or more URLS that that form the starting point(s) for the harvest, and are used to define the scope of the harvest. Figure 5 shows the Seed URLs for the University of Canterbury website, which starts with the seed http://www.canterbury.ac.nz/ and (by implication) includes all the pages on that site. Each Seed URL must be linked to at least one current, approved permission record before any harvests can proceed for the Target. In this case, the Seed URL is linked to a permission record showing that any harvests are authorised by the New Zealand Government through the National Library Act. 
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A Schedule can be added to a Target to specify when (and how often) the Target will be harvested. For example, you may want a Target to be harvested every Monday at midnight, or on the first of every month at 5AM, or every day at Noon for the next two weeks. Alternatively, you can request that a Target be harvested only once, as soon as possible. Multiple schedules can be added to each Target. 

After a Target has been created, its Seed URLs added, and its Schedule attached, it must be formally Approved before any harvests will be performed. Approving a Target is a action that is usually reserved for senior users, as it has several implications and consequences. First, approving a Target is a formal act of selection: the Approver is saying that the Target is a resource that the Library wishes to collect. Second, approving a Target is an act of verification: the Approver is confirming that the Target is correctly configured, that its schedule is appropriate, and that its permissions do authorise the scope and frequency of the scheduled harvests. Finally, approving a Target as a functional aspect: it tells the Web Curator Tool to add the scheduled harvests to the Harvest Queue.

The Harvest Queue is the long list of future harvests that the Web Curator Tool will perform at a specific date and time. When a Target is Approved, its schedules may dictate that dozens (or even hundreds) of new harvests be added to the Harvest Queue. Each of these requests is called a Target Instance. 

Target Instances

Target instances represent individual harvests that are scheduled to happen, that are currently in progress, or that have finished. They are created automatically when a Target is Approved.

Scheduled Target Instances are kept in the Harvest Queue. Examining this queue gives you a good idea of the current state of the system. The view shown in Figure 1 shows the main Queue view: a predefined search for all the Target Instances that are Running, Paused, Queued (i.e. postponed), or Scheduled. 

Figure 1 shows three harvests that are running, while two more Scheduled Target Instances are visible. The Web Curator Tool can run more than one harvest at a time. The main Web Curator Tool server does not perform harvests directly; instead it farms them out to associated computers called Harvest Agents. The number of concurrent harvests is limited only by the available bandwidth, and by the number of Harvest Agents available.
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When the scheduled start time arrives for a Scheduled Target Instance, the Web Curator Tool makes final checks that the permission records for this harvest are valid. If the harvest is appropriately authorised, the Web Curator Tool allocates it to one of the Harvest Agents, which invokes the Heritrix web crawler to harvest the site as directed by the Target. When the harvest is complete, the Harvest Result is transferred to the Web Curator Tool.

Quality Review

When a harvest finishes, the Web Curator Tool notifies its owner, who has to Quality Review the harvest result to verify that the harvest was successful and that it downloaded all the necessary parts of the web site. 

Two tools are provided for supporting the quality review function: the Browse Tool, and the Prune Tool. Additional tools will be added in later releases of the Web Curator Tool.

The Browse Tool lets the user browse the harvest result with their web browser, and is designed to simulate the experience the user would have if they visited the original web site. If the harvest is successful, the harvested material offers a comparable user experience to the original material. The tool is used to verify all the necessary content was harvested.

The Prune Tool is used to delete unwanted material from the harvest. It shows a tree-like list of all the material harvested during the crawl, and the user is provided with tools for deleting individual pages or entire branches. Figure 6 shows the Prune Tool being used to remove unwanted material from a harvest.

Submitting a Harvest to the Digital Archive

When the Target Instance owner has finished reviewing a harvest result, they must decide whether it is of acceptable quality for the digital archive. If it fails this test, the user marks the Target Instance as Rejected, and the harvest result is deleted. No further action can be performed on the Target Instance, though the user can attempt to make adjustments to the scope of the Target in order to get a better result the next item it is harvested. 

If the harvest result is successful, the user can Endorse it to indicate that it is ready for inclusion in the digital archive. Once a Target Instance has been Endorsed, it can be submitted to the archive for long-term storage and subsequent access by users.

At the National Library of New Zealand, harvest results are currently stored in a repository called the Object Management System. When the National Digital Heritage Archive is launched, the existing harvested material will be transferred to that archive, and new harvested material will be stored there. 

Conclusion

The Web Curator Tool is a tool for managing the selective web harvesting process. The tool is designed to enable non-technical users in diverse collecting organisations to effectively select, review, and archive web material, and technical users to support this activity and assist with improving harvesting techniques.  This tool is useful for all research institutions or independent researchers, of any size, and can accommodate from one to one hundred people in the workflow.  

The National Library of New Zealand and the British Library have jointly developed the Web Curator Tool, and have now made it available to the collecting and research communities as Free Software distributed under a free software license.  The tool was launched and demonstrated by representatives from the National Library of New Zealand and the British Library at the 6th International Web Archiving Workshop, held at the European Digital Libraries conference in Spain this year. The project team is currently working to expose it to a wider audience and publicise the opportunity to evaluate, trial, implement, and add to this collaborative open source innovation.  

More information can be found on the Web Curator Tool website at http://webcurator.sf.net/.
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Figure 6: Reviewing a harvest result with the Prune Tool.
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Figure 5: A Target for Canterbury University showing a single Seed URL that has been linked to a permission record showing that the New Zealand Government has approved this harvest.
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Figure 4: A permission record for the Museum of Victoria, showing harvest authorisation has been granted (with a special condition), and that the website may be made accessible without restriction.
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Figure 3: The Web Curator Tool homepage.
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Figure 1: A partial view of the Harvest Queue in the Web Curator Tool, showing three web sites being harvested and two web sites that are scheduled for harvests in the near future.
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Figure 2: The new e-Publication Collection Workflow at the National Library, showing the roles of the Web Curator Tool, The National Digital Heritage Archive (NDHA) and Integrated Library System (ILS).
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